
“My research is focused on methods 
for using data to make inferences about 
the universe, including in cases where 
we do not have a good theoretical 
model for the signal we are observing,” 
Dr Higson explains. “I use Bayesian 
statistics, which defines probability as a 
‘degree of belief’ in a proposition and can 
analyse non-repeatable events where our 
uncertainty is due to limited information.”

Using these methods to analyse inputs 
as complex as mysterious astronomical 
images is, understandably, a tall order. 
However, statistical techniques have 
advanced significantly since Bayes’ time, 
and are now allowing Dr Higson’s team 
to reliably reconstruct these images, 
based on the computing technique 
of ‘nested sampling’. 

APPLYING NESTED SAMPLING
Nested sampling is an increasingly 
popular computational technique 
for performing Bayesian statistics 
calculations. The approach was 
invented by Cambridge astrophysicist 
John Skilling in 2004 and is capable of 
handling challenging data sets and high-
dimensional probability distributions.

Dr Higson is particularly interested 
in using nested sampling to reconstruct 
noisy astronomical images. The 
nested sampling software his team has 
developed can be used to analyse these 
images using Bayes’ mathematics. This 
allows a neural network to predict what 
a clear image should look like by trying 
to find a simple (‘sparse’) mathematical 
description of the image. 

“We implement ‘Bayesian Sparse 
Reconstruction’ using nested sampling 
- a popular method for Bayesian 

Reconstructing 
astronomical images 
with machine learning

Much of what we know about 
how our universe works has 
been learnt by analysing the 
astronomical signals captured 
from the sky. However, these 
signals will inevitably have some 
noise associated with them – 
so how can astronomers be 
sure that their observations of 
strange, unexpected signals 
reflect reality? Edward Higson 
at the University of Cambridge 
and his colleagues have made 
progress in dealing with this 
issue, by constructing machine 
learning algorithms which can 
process noisy astronomical 
images to reconstruct clear 
ones. Using Bayesian statistics, 
their software provides 
astronomers with useful tools for 
processing their observations.

Physical Sciences ︱
computation which is widely used 
in astrophysics,” Dr Higson continues. 
“Much of our research has focused 
on improving this technique to make 
it better able to handle Bayesian Sparse 
Reconstruction problems, and on 
understanding the uncertainties in these 
calculations.” To get to this point, Dr 
Higson and his colleagues have carried 
out extensive research into how nested 
sampling can be used for Bayesian 
statistics calculations while taking full 
advantage of the current capabilities 
of modern computers.
 
IMPROVING NESTED 
SAMPLING EFFICIENCY
Despite its usefulness, the rapid, 
repetitive calculations demanded by 
nested sampling-based machine learning 
can make the technique computationally 
intensive. In earlier research, Dr Higson’s 
team combated the issue by constructing 
algorithms which greatly reduced the 
computing power required to run nested 
sampling software. “‘Dynamic nested 
sampling’ is a generalisation of the nested 
sampling algorithm which can produce 
large improvements in computational 
efficiency compared to standard nested 
sampling,” explains Dr Higson.

Using the updated algorithms, 
the researchers wrote software which 
could efficiently carry out Bayesian 
statistical analysis on large sets of data. 
As Dr Higson explains, dynamic nested 
sampling promises to become a powerful 
tool for processing the stream of data 
and images which modern telescopes 
produce. “Dynamic nested sampling 
has now been applied to a variety of 
problems in astrophysics,” he continues. 
“These increases in computational 
efficiency combined with advances 
in nested sampling software have the 
potential to allow the Bayesian sparse 
reconstruction framework to be applied 
to larger and more complex data sets 
in the future.”

However, the efficiency of their 
algorithms wasn’t the only difficulty 
in the implementation of nested 
sampling. To ensure that their 
reconstructed images were reliable, 
the researchers first needed to find ways 
to understand errors in the calculations 
their software performed and estimate 
how big the possible inaccuracies were.

CHECKING FOR ERRORS
Dynamic nested sampling grew from 
Dr Higson and his colleagues’ efforts 
to understand the sources of errors 
in their software then teach it to 
automatically identify and improve 
the parts of the calculation which 
were most likely to contain errors. 
“We analysed the sampling errors in 
nested sampling parameter estimation 
and created a method for estimating 
them numerically for a single nested 
sampling calculation,” says Dr Higson. 

The team then used this estimation 
technique as a basis for the dynamic 
nested sampling algorithm, which 
automatically identifies what their 
software should do to best improve 
calculation accuracy.

These efforts also lead to another 
software package which provides 
error analysis for nested sampling 
calculations. “We developed diagnostic 
tests for detecting when software has 
not performed the nested sampling 

I use Bayesian statistics, which … can 
analyse non-repeatable events where our 
uncertainty is due to limited information.
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(a) Data from a single generalised Gaussian.
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(b) Data from the sum of two generalised Gaussians.
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(c) Data from the sum of three generalised Gaussians.

Figure 6. Fitting generalised Gaussian basis functions to 100 data points sampled from different combinations of basis functions. In
each row the first plot shows the true signal (a sum of basis functions); where this contains more than one basis function, the individual
components are shown with dashed lines. The data, which includes added normally distributed x- and y-errors with σx = σy = 0.07,
is show in the second plot. The third plot shows the fit calculated using the adaptive method with dynamic nested sampling; coloured
contours represent posterior iso-probability credible intervals on y(x). The bar plots on the right display the posterior distribution for
different numbers of basis functions N ; values calculated using the vanilla method and using the adaptive method with standard nested
sampling are also included for comparison. Results shown for the adaptive method use a combined inference from 5 runs, each of which
computes a full posterior on N and uses 1,000 live points; adaptive runs using dynamic nested sampling have dyPolyChord settings

ninit = 500 and dynamic_goal = 1. Results for the vanilla method use 5 separate runs, each with 200 live points, to compute the evidence
for each value of N . All runs use the setting num_repeats = 100. The parameters of the basis functions in the true signal and numerical

results for the computational efficiency of the different methods are shown in Table C1 and Table C4 respectively in Appendix C.
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Figure 7. Fits of the data shown in Figure 6c conditioned on different numbers N of basis functions. These plots are made using the
vanilla method nested sampling runs, as the adaptive method runs contain relatively few samples from the heavily disfavoured values of
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Figure 6. Fitting generalised Gaussian basis functions to 100 data points sampled from different combinations of basis functions. In
each row the first plot shows the true signal (a sum of basis functions); where this contains more than one basis function, the individual
components are shown with dashed lines. The data, which includes added normally distributed x- and y-errors with σx = σy = 0.07,
is show in the second plot. The third plot shows the fit calculated using the adaptive method with dynamic nested sampling; coloured
contours represent posterior iso-probability credible intervals on y(x). The bar plots on the right display the posterior distribution for

different numbers of basis functions N ; values calculated using the vanilla method and using the adaptive method with standard nested
sampling are also included for comparison. Results shown for the adaptive method use a combined inference from 5 runs, each of which

computes a full posterior on N and uses 1,000 live points; adaptive runs using dynamic nested sampling have dyPolyChord settings
ninit = 500 and dynamic_goal = 1. Results for the vanilla method use 5 separate runs, each with 200 live points, to compute the evidence

for each value of N . All runs use the setting num_repeats = 100. The parameters of the basis functions in the true signal and numerical
results for the computational efficiency of the different methods are shown in Table C1 and Table C4 respectively in Appendix C.
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Figure 6. Fitting generalised Gaussian basis functions to 100 data points sampled from different combinations of basis functions. In
each row the first plot shows the true signal (a sum of basis functions); where this contains more than one basis function, the individual
components are shown with dashed lines. The data, which includes added normally distributed x- and y-errors with σx = σy = 0.07,
is show in the second plot. The third plot shows the fit calculated using the adaptive method with dynamic nested sampling; coloured
contours represent posterior iso-probability credible intervals on y(x). The bar plots on the right display the posterior distribution for
different numbers of basis functions N ; values calculated using the vanilla method and using the adaptive method with standard nested
sampling are also included for comparison. Results shown for the adaptive method use a combined inference from 5 runs, each of which
computes a full posterior on N and uses 1,000 live points; adaptive runs using dynamic nested sampling have dyPolyChord settings
ninit = 500 and dynamic_goal = 1. Results for the vanilla method use 5 separate runs, each with 200 live points, to compute the evidence
for each value of N . All runs use the setting num_repeats = 100. The parameters of the basis functions in the true signal and numerical
results for the computational efficiency of the different methods are shown in Table C1 and Table C4 respectively in Appendix C.
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Given these 3 noisy data sets (middle column) which visually look very similar, Bayesian sparse 
reconstruction can work out the differences between the underlying true signals (left column)  
and produce fits of the data (right column) which very closely match the true signals.

Reproduced from Edward Higson et al. Bayesian sparse reconstruction: a brute-force approach to astronomical 
imaging and machine learning. MNRAS (2019) 483 (4): 4828-4846. Reproduced with permission by Oxford 
University Press on behalf of the Royal Astronomical Society. Please visit: https://academic.oup.com/mnras/
article/483/4/4828/5232384?searchresult=1. This figure is not included under the Creative Commons license 
of this publication. For permissions, please contact journals.permissions@oup.com.

To gain knowledge about the 
universe, astronomers use a wide 
variety of telescopes to gather 

electromagnetic radiation from across 
the sky. As telescopes improve, and 
researchers observe the sky in ever-
increasing detail, intriguing observations 
which have yet to be explained by 
theoretical physicists continue to roll in. 
However, obstacles ranging from dust 
clouds to imperfections in telescopes 
mean that no observation can be perfect; 
inevitably astronomical signals will have 
some degree of noise associated with 
them. Because of the complex nature 
of these signals, astronomers struggle 
to work out what their more unexpected 
signals should look like without any 
noise. In their research, Dr Higson and his 
colleagues have devised a cutting-edge 
solution to the issue involving image 
processing based on machine learning. 

A LITTLE HELP FROM BAYES
When researchers need to make 
predictions about the likelihood 
of certain events occurring, they have 
a wide variety of statistical techniques 
to choose from. Many popular methods 
use Bayesian Statistics – an approach 

named after the English statistician 
Thomas Bayes in the 18th 
century, who considered 

how our confidence 
that a proposition is true 

changes as more information 
is gathered about it through 

experiments. Bayes modelled 
this statistical behaviour with an 

equation now known as ‘Bayes’ 
theorem’. Centuries later, Dr Higson 

and his colleagues are using his 
mathematics as a basis for neural 
networks which can successfully 
reconstruct noisy astronomical images. 
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Personal Response

What particular images do you think will yield 
particularly interesting results after Bayesian sparse 
reconstruction?

 The technique is particularly useful when noise and 
multiple overlapping sources make it difficult to determine 
how many astronomical objects are present in the image 
and what each looks like. A really exciting application is 
to the most distant photographs ever taken by the Hubble 
Space Telescope, which show a jumble of galaxies near 
the edge of the observable universe. Bayesian sparse 
reconstruction can be used to work out how many 
separate overlapping galaxies are present in such  
images, and what shape the individual galaxies are. 

for signal reconstruction, in which the 
signal is modelled by basis functions 
whose number and form is determined 
by the data themselves”.

Using this framework, the team 
established a principled method for 
identifying clear signals in noisy data. 
This first part of the study, therefore, 
provided them with a basis on which 
they could test the performance of their 
algorithms in real situations.
 
RECONSTRUCTING REAL SIGNALS
In the next part of the study, Dr Higson 
and colleagues performed their 
technique on noisy images gathered 
by real telescopes. The software was 
also used to process images using 
neural networks – computational 
systems inspired by the processes 
which play out in our brains – which in 
this application can be used in a similar 
manner to basis functions. In this case, 
the team’s algorithms used neural 
networks to perform Bayesian statistics 
on noisy signals, producing clear images.

“We demonstrate our method for 
reconstructing noisy one- and two-
dimensional signals, including examples 
of processing astronomical images,” 
explains Dr Higson. “We also applied 
the Bayesian sparse reconstruction 
framework to neural networks, where 
it allows us to work out the best type 
of neural network to use for fitting the 
data set.” Unlike previous algorithms, 
Dr Higson’s software allows the models 
to adapt their level of complexity to the 
complexity of the data.
 
A NEW TOOLKIT  
FOR ASTRONOMERS
Thanks to the work of Dr Higson 
and his colleagues, astronomers 
have access to a principled approach 
to using machine learning techniques 
for processing their images. Their 
software can help to reconstruct clear 
images even for the most strange 
and unexpected of observations, for 
which theoretical physicists have yet 
to offer any explanation. As telescopes 
continue to look at the universe in ever 
greater levels of detail, the software 
could be an important tool in ensuring 
that the reconstruction of increasingly 
strange and diverse astronomical 
observations can be truly reliable.

A BASIS FOR SIGNAL 
RECONSTRUCTION
In the 2019 study, Dr Higson’s team 
first developed methods to reconstruct 
signals by building up models of them 
through machine learning which seek 
to express the signal as simply as possible. 
The elemental building blocks of these 
models are called ‘basis functions’ – sets 
of mathematical functions which can 
be used to approximate the fundamental 
properties of astronomical signals. 
As Dr Higson explains, “we presented 
a principled Bayesian framework 

algorithm accurately,” Dr Higson 
continues. “The uncertainty estimates, 
and diagnostics, are implemented 
in the ‘nestcheck’ software package.”

By integrating nestcheck into their 
dynamic nested sampling algorithms, 
the researchers brought together all 
of their efforts to improve the efficiency 
and accuracy of their software. In their 
latest research, Dr Higson and his 
colleagues have used their advanced 
software to demonstrate their Bayesian 
Sparse Reconstruction techniques. 

We implement ‘Bayesian Sparse 
Reconstruction’ using nested sampling - a 

popular method for Bayesian computation.

Edward Higson’s research applies Bayesian inference and 
machine learning methods to astrophysics and cosmology.

Edward Higson
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(a) Image of an irregularly shaped galaxy.
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(b) Image containing several galaxies.
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(c) Another image containing several galaxies.

Figure 13. As for Figure 11 but fitting 32 × 32 images from the Hubble Space Telescope eXtreme Deep Field (Illingworth et al. 2013);

each pixel has added normally distributed y-errors with σy = 0.2.
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Figure 14. Fits of the data in Figure 13c conditioned on different numbers of basis functions N ; these plots use results from the vanilla

method.
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(a) Image of an irregularly shaped galaxy.
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(b) Image containing several galaxies.
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(c) Another image containing several galaxies.

Figure 13. As for Figure 11 but fitting 32 × 32 images from the Hubble Space Telescope eXtreme Deep Field (Illingworth et al. 2013);

each pixel has added normally distributed y-errors with σy = 0.2.
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(a) Image of an irregularly shaped galaxy.
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(b) Image containing several galaxies.
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(c) Another image containing several galaxies.

Figure 13. As for Figure 11 but fitting 32 × 32 images from the Hubble Space Telescope eXtreme Deep Field (Illingworth et al. 2013);

each pixel has added normally distributed y-errors with σy = 0.2.
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Figure 14. Fits of the data in Figure 13c conditioned on different numbers of basis functions N ; these plots use results from the vanilla

method.
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In each row, the left image shows galaxies photographed by the Hubble Space Telescope. Given 
very noisy versions of these images (middle of each row), Bayesian spares reconstruction produces 
a fit of the noisy data (right of each row) which accurately reproduces the original image.
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imaging and machine learning. MNRAS (2019) 483 (4): 4828-4846. Reproduced with permission by Oxford 
University Press on behalf of the Royal Astronomical Society. Please visit: https://academic.oup.com/mnras/
article/483/4/4828/5232384?searchresult=1. This figure is not included under the Creative Commons license 
of this publication. For permissions, please contact journals.permissions@oup.com.

Marina Sun/Shutterstock.com

www.researchoutreach.orgwww.researchoutreach.org

mailto:e.higson%40mrao.cam.ac.uk?subject=
https://github.com/ejhigson/dyPolyChord
https://github.com/ejhigson/nestcheck
https://academic.oup.com/mnras/article/483/4/4828/5232384?searchresult=1
https://academic.oup.com/mnras/article/483/4/4828/5232384?searchresult=1
mailto:journals.permissions%40oup.com?subject=

